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“Change Blindness” Blindness: An Implicit Measure of a
Metacognitive Error

Brian J. Scholl, Daniel J. Simons, and Daniel T. Levin

Most people have strong but mistaken intuitions about how perception and cog-
nition work. Such intuitions can give rise to especially pernicious ‘metacognitive
errors’, which are directly fueled by visual experience. Here we explore one such
metacognitive error, which infects our intuitions about visual awareness and the
perception of change. In the phenomenon called “change blindness,” observers
fail to notice large changes made to scenes when they are viewing, but typically
not attending, the changed regions. This phenomenon has been the focus of much
recent research, largely because it is so surprising: people vastly overestimate their
change detection ability. In this chapter, we demonstrate and quantify an implicit
effect of this metacognitive error, and explore some of the factors that mediate it.
In a series of experiments we conducted, observers viewed an original and a
changed photograph that repeatedly alternated, separated by a brief blank inter-
val. They were told that the change could be added to the “flickering” display at
any time. In reality, the change was added either immediately (experiment 1) or
after 4sec (experiment 2). Upon detecting the change, observers were informed of
their response time and were then asked to estimate when the change had been
added. Observers underestimated the degree to which they were change-blind,
typically inferring that the change had been added much later than it actually was.
Average estimates ranged up to 31sec after the “flickering” began—over 85 times
the correct value. Such effects were further magnified in an additional study
(experiment 3), which employed natural scenes and changes specifically designed
to induce a high degree of this change blindness blindness (CBB). These experi-
ments collectively demonstrate that CBB can persist across many trials in an actual
change detection task and provide a new way to quantify and explore the factors
that mediate CBB. This research highlights the extent to which we can overesti-
mate the fidelity of some aspects of visual processing.

Metacognitive Errors and Visual Awareness

Under the grip of incorrect theories about how aspects of their minds work, people
often fail to accurately predict their own behavior. Several of the most pernicious
of these metacognitive errors involve the nature of visual awareness. Recent



research on inattentional blindness, for example, has shown that, when engaged
in an attentionally demanding task, many people will completely fail to perceive
a novel salient object that enters their visual field, even if it differs in salient ways
from all other objects in the display (Mack and Rock, 1998; Most et al., 2001). For
example, subjects in one experiment watched a group of people passing basket-
balls back and forth as they moved around and had to keep a count of the number
of times that the white-shirted players—but not the black-shirted players—made
such passes. While engaged in this attentionally demanding task, many of the 
subjects failed to notice when another person in a gorilla suit walked through 
the scene. In contrast, all subjects saw the intruder when they simply watched 
the scene, without counting the ball passes (Simons and Chabris, 1999; see 
also Neisser and Becklen, 1975).

Such results are important not only because they reveal a lack of visual aware-
ness, but because such effects are surprising: we intuitively think that under almost
any circumstances we would see a novel salient object when it entered a relatively
un-crowded scene. Moreover, metacognitive errors of this type are not mere aca-
demic curiosities, but can have a real-world impact. Recent research using a com-
puterized version of the “gorilla” task, for example, showed that the incidence of
inattentional blindness can increase by more than 50% when subjects are simul-
taneously talking on a cellular phone (Scholl et al., 2003; Scholl et al., under
review). The danger that such effects could pose in real-world driving situations
is only compounded by the fact that inattentional blindness is not an intuitively
obvious phenomenon: without awareness of such effects, we will typically not
work to monitor and prevent them (Strayer and Johnston, 2001).

Change Blindness and Change Blindness Blindness

Here we explore a related metacognitive error, which infects our intuitions about
visual awareness and the perception of change. Our visual experience of the world
typically seems complete. As long as a salient object or region of a scene is currently
within our field of view, we readily assume that we will be visually aware of it. It
thus seems natural to predict that we would immediately detect large changes in
an actively viewed scene—for instance, an object repeatedly disappearing and
reappearing. In contrast, observers are surprisingly poor at detecting changes to
visual displays so long as the change does not call attention to itself by causing a
large motion transient. Such change blindness (CB) typically occurs when the
changes are obscured by a more global disruption such as a brief blank field, an
eye movement, an eye blink, a film cut, or the coinciding abrupt appearance of
another object (for recent reviews see Rensink, 2002; Simons, 2000a). However, CB
can also occur when the visible transient introduced by the change is not masked,
but is simply too slow to capture attention (Simons, Franconeri, and Reimer, 2000).
Such phenomena have been the focus of much recent research (see Simons, 2000b),
largely because they are so surprising: Despite the pervasiveness of CB, people
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greatly overestimate their change detection abilities (Levin et al., 2000). This 
overestimation, termed change blindness blindness, is our focus here. This counter-
intuitive aspect of CB is crucial (Simons and Levin, 1998): after all, it would not be
of much interest to find that observers failed to detect changes that nobody thought
they could detect in the first place (e.g., a single pixel that changed slightly in lumi-
nance during a visual disruption). Change blindness demonstrations are striking
in part because once a change is finally seen, it seems almost inconceivable that it
could have been missed only moments before.

Empirical Demonstrations of “Change Blindness” Blindness

The term change blindness blindness (CBB) refers to the fact that observers don’t
intuitively predict the existence of change blindness (Levin et al., 2000). Consider
the following experimental scenario (from Simons and Levin, 1998): a person
walking on a college campus is stopped by another person (the “questioner”), 
who asks for directions to a nearby building. While the person is giving directions
to the questioner, their conversation is rudely interrupted by two other persons
carrying a large door between them. During this interruption, the questioner 
and one of the door carriers surreptitiously switch places, so that the unwitting
subject ends up continuing the conversation with a completely new person. As
Simons and Levin (1998) demonstrated, more than half of such subjects (59%,
averaging across several conditions) do not realize that this change has taken
place! But is this really surprising? Would most people actually predict that they
would notice such a change? The answer to this question determines whether such
situations engender change blindness blindness in addition to change blindness.

Levin and colleagues (2000) demonstrated the existence of CBB for both person
and object changes. In their first experiment, 300 students in a classroom listened
to descriptions of the person change study just described (Simons and Levin, 1998)
and of a second similar study involving film cuts, where observers failed to detect
large changes made to actors and objects across sudden changes in camera views
(Levin and Simons, 1997). For each study, the students were told the relevant pro-
cedures and were shown static images of the stimuli, with the change pointed out
to them. They were then asked whether they thought they would have noticed
the changes and rated their confidence in that judgment. Whereas only a minor-
ity of subjects in the two previous studies actually detected the changes (46%
detected the person change in the real-world study described above; 0% detected
the object changes in the film cut study), a large percentage of the students 
nevertheless thought, with high confidence, that they would have detected such
changes (98% thought they would have detected the person change; 83% thought
they would have detected the object changes made during film-cuts). A second
experiment obtained similar evidence for CBB when subjects were tested 
individually on these and other control tasks; more recent work has found 
similar magnitudes of CBB even when observers viewed the actual videos, instead
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of still frames (Levin et al., 2002). The subjects in these studies thus committed the
metacognitive error of overestimating their change detection ability.

The Present Study

This study has four main goals:

1. An Implicit Measure of CBB. First, we attempt to demonstrate and measure
implicit effects of CBB, which do not require subjects to make explicit judg-
ments about the likelihood of change detection. This is important given that
such explicit judgments may be contaminated by extraneous beliefs—e.g.
about the likelihood of the “obvious” answers to such questions being
correct in the context of psychology experiments—which could impact the
observed levels of CBB.
2. CBB in an Actual Change Detection Task. Second, we attempt to demonstrate
effects of CBB in actual change-detection experiments, rather than in situa-
tions wherein such experiments are only described and demonstrated, as in
Levin et al. (2000). Note that this would not be possible to test via explicit
questioning using most paradigms, since when the subject missed the
change, they would thereby be made aware of change blindness, and this
awareness would by definition pollute any latent CBB.
3. The Persistence of CBB. Third, we attempt to see whether CBB will persist
across many trials in actual change-detection tasks, or if increasing experi-
ence with change detection will attenuate CBB over time.
4. Quantification of CBB. Finally, we seek to test the limits of CBB by finding
a way to measure it (without direct questioning), and then to explore how
various manipulations will affect the observed magnitudes of CBB.

In sum, the experiments reported below attempt to assess the nature and robust-
ness of CBB, and to identify some of the factors that mediate it. We address all of
these issues using an indirect test of CBB. Observers viewed change detection
trials employing the “flicker” paradigm (Rensink, O’Regan, and Clark, 1997): two
photographs of natural scenes—an original and a changed version—alternated
back and forth repeatedly, always separated by a gray mask. Observers freely
viewed this “flickering” display until they detected the change. (Detecting such
changes is difficult, and observers often require many alternations to notice even
large changes; Rensink, O’Regan, and Clark, 1997.) Crucially, observers were told
that the change could be added to the flickering at any point, and that before the
change was introduced, a single scene would just be presented over and over,
interspersed temporally with the gray mask. In reality, the change was added
either immediately (experiments 1 and 3) or after 4sec (experiment 2). Upon
detecting the change, observers were informed of their response time, and were
then asked to estimate when the change had been added. Figure 7.1 summarizes
this sequence of events.
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1. Change Detection Task

100 ms

240 ms
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. . .

2. Change Localization with Mouse

3. Estimate of When Change was Introduced

You took 18.2 seconds  to find the change.
When do you estimate that the change was added?

9.5

Figure 7.1
Sequence of a single trial in experiments 1 and 3.



In essence, this task forced observers to estimate how long they were blind to
the change. Note that a correct estimate (that the change had been introduced after
360msec) in the context of a long change detection response time (say, 18sec) is
in essence an acknowledgment of the existence of change blindness—of the fact
that salient repeated changes can fail to be detected for long periods of time. 
In this case, the estimated change blindness and the actual change blindness are
of similar magnitudes. On the other hand, an incorrect estimate (say, 14sec) in the
context of an 18sec change detection response time is essentially an estimate of 
4sec of change blindness, which is radically lower than the actual degree of change
blindness (more than 17sec). If subjects do not experience change blindness blind-
ness in these experiments, then they should answer accurately. If subjects do suffer
from CBB, then they should estimate that the change was added long after its
actual introduction: if the change had been added earlier, they would presumably
have seen it much earlier.

Experiment 1 provides the basic test of change blindness blindness, using the
implicit measure described above: on each trial subjects must detect the change
in the flicker paradigm, then estimate when the change was added (when in reality
it was added immediately). In experiment 2, we replicate the essential findings
from experiment 1 in a situation where the change is not actually added until more
than 4 seconds have elapsed—thereby giving subjects the opportunity to overes-
timate as well as underestimate their change blindness. Finally, in experiment 3,
we test the limits of this metacognitive error by employing scenes and changes
explicitly designed to induce high degrees of CBB.

Experiment 1: Immediate Changes

Method
Participants Ten naive observers participated in one 25min session. All observers
had normal or corrected-to-normal acuity and had not previously participated in
(or heard of) similar experiments.

Materials The displays were presented on the monitor of an iMac computer.
Observers were positioned approximately 42cm from the monitor, without head
restraint. At this distance, the images subtended approximately 37° by 28° of
visual angle. The displays were generated by custom software written using the
VisionShell graphics libraries (Comtois, 2002). The experiment involved 64 image
pairs. Each pair consisted of a color photograph of a natural scene and a coun-
terpart constructed by removing or adding one of the objects in the scene using
Adobe Photoshop. All changes were large, easily seen once noticed, and readily
seen when the two images were not separated by an intervening mask (Simons,
Franconeri, and Reimer 2000).
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Procedure A single trial proceeded as follows (see figure 7.1). Observers initiated
the trial by pressing a key, which blanked the screen. After 100msec, the “flicker-
ing” began, repeatedly displaying the following sequence: (1) the first scene for
240msec; (2) a uniform gray mask for 120msec; (3) the second (changed) scene for
240msec; and (4) a uniform gray mask again for 120msec. This sequence was
repeated until the observers pressed a key to indicate that the change had been
detected. Following this keypress, the observers clicked the mouse, which con-
trolled a small colored probe, to indicate the location of the change (this response
ensured that observers had detected the change). Following this mouse click, a
small window appeared on the screen to inform observers of their response time
(RT), measured from the very beginning of the trial until the keypress when they
detected the change. This window might say, for instance, “You took 18.2
seconds.” With this RT in mind, observers used the keyboard to estimate when
the change had been introduced into the display (this estimate was always
expressed, as was their change detection RT as a certain number of decimal
seconds from the beginning of the trial). Following their entry of this “time
stamp,” observers pressed another key to initiate the next trial.

At the beginning of the experimental session, observers were told what types
of changes were possible, and that: “At some point during the flickering, the image
that appears will be slightly changed (something will be added to or deleted from
the scene), and from that point forward, the original and modified version of 
the scene will alternate.” Before the experimental trials, observers completed 5
practice trials with a different set of images.

Results and Discussion
Because observers knew that a change was made on each trial, errors in change
detection consisted of clicking the mouse outside of the changed object or region
(defined for this purpose as the rectangle of minimal area that encompassed 
all changed pixels). As in other change blindness studies employing the “flicker”
paradigm, these error rates were extremely low—no more than 2 errors (out of 
64 trials) per subject (with a mean error rate of 1.6%; SD = 1.28%). These error
trials were not included in the analyses. The image set used in this experiment
engendered a considerable amount of change blindness: on average, observers
took 6.35sec (17.64 alternations) to detect the change, a value comparable to that
in previous flicker experiments with other natural scenes (e.g., Rensink, O’Regan,
and Clark, 1997).

An analysis of the magnitude of change blindness blindness in these experi-
ments requires several steps. On every trial, we first compute the magnitude of
actual change blindness, namely, the change detection RT (which was 6.35sec on
average) minus the duration of the trial that proceeded with no change (which,
in this experiment, was always 360msec—one display and one blank). To 
facilitate comparisons across analyses and experiments, we express this and most
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other values as percentages of total trial durations rather than as raw times (which
are meaningful only in the context of the actual detection RTs). Thus 5.67% of each
trial had elapsed, on average, before the change was added; subjects, on average,
were change-blind (i.e., were looking for the change) for 94.3% of the duration of
a trial. On average, subjects estimated that 26.7% of a trial had elapsed before the
change was introduced. The difference between this value and the actual change
introduction time is the magnitude of change blindness blindness, the degree to
which subjects overestimated when the change had been added. Thus, on average,
observers incorrectly estimated that 21% of the duration of each trial did not
involve change, when in fact it did.

These mean values, represented graphically in the leftmost bar of figure 7.2, are
for all trials, however—including those with short change detection times (and
thus minimal change blindness), which leave no room for the possibility of change
blindness blindness. When we restricted the analysis of change blindness blind-
ness to those trials engendering maximal change blindness, analyzing only trials
that fell above the average change detection RT of 6.35sec (an average of 16.6 
trials per observer, with a mean change detection RT of 16.36sec), the observers
estimated that 45.6% of a trial had elapsed before the change was added, whereas
in fact the changes were added, on average, after only 2.2% of a trial had elapsed.
Observers on these trials thus suffered from change blindness blindness for 
43.4% of the total trial duration: the estimated change blindness for these trials
was only 54.4% of a trial’s duration, whereas the actual change blindness was on
average 97.8% of a trial’s duration. (See figure 7.2 for depictions of all of these
values.)

Another way to characterize the possible extent of change blindness blindness
is simply to look at the largest single estimated “time stamp” per observer; this
average value was 31.02sec—over 85 times the correct value of 360msec. (There
was also especially high variance here, of course; the standard deviation in these
values was 24.91sec.) Overall, we take the pattern of results obtained in this exper-
iment as an indication of the robustness of CBB: even averaged over 64 trials,
observers greatly overestimated the duration of flickering without change in this
paradigm, presumably because they thought they would have been quicker to
detect changes that had been introduced earlier.

One goal of this study was to see if CBB would persist throughout many trials
of an actual change detection experiment. We can also ask whether the magni-
tude of CBB increased or decreased as the experiment progressed. When we 
compared the first 21 trials with the last 21 trials, we found that the change intro-
duction estimates (again, expressed as percentages of the actual change detec-
tion RTs) were almost identical (27.7% versus 26.4%; t(9) = .38, p = .71). The 
actual change detection RTs decreased nonsignificantly from the first 21 trials
(8,173msec) to the last 21 trials (5,221msec), t(9) = 1.90, p = .09. Thus it seems that
the large degree of CBB observed in this experiment is not diminished even after
64 trials.
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Figure 7.2
Results from experiment 1 are presented as percentages of normalized total trial durations to facilitate
comparison across analyses and across experiments. The overall height of the white bars (measured
from the horizontal axis) represents the normalized change detection RT (the actual raw detection RTs
were always much higher when only the above-average detection trials were considered). The height
of the black bars represents the percentage of a trial that had elapsed, on average, when the actual
change first appeared. The height of the gray bars (measured from the horizontal axis) represents the
percentage of the trial the observer estimated had elapsed, on average, when the change first appeared.
The difference between the heights of the gray and black bars thus represents the degree of “change
blindness” blindness—the degree to which observers overestimated their change detection ability.



Experiment 2: Delayed Changes

Experiment 1 demonstrated that change blindness blindness can be observed via
an implicit measure, even in the context of an actual change detection task involv-
ing many trials. Recall, however, that one of our concerns with the original demon-
strations of change blindness blindness (Levin et al., 2000) was the possibility of
task demands contaminating the estimates of change blindness. The results of
experiment 1, it might be argued, could also be due to a similar task demand:
because subjects are explicitly informed that the change could be added at any
time, it would be unnatural for them to then respond that all the changes were
added immediately. Perhaps, given the chance to respond in the other direction—
to estimate that the changes were in fact added earlier than their actual introduc-
tions—they would do so, and thus exhibit less CBB. To test whether the CBB
observed in experiment 1 was due in part to this potential task demand, we added
the change in experiment 2 after 4.32sec (6 full cycles). This gave subjects the
opportunity to underestimate the change introduction time, and should result in
decreased CBB if the task demand discussed above contributed to the CBB
observed in experiment 1.

Method
Ten naive observers, none of whom had participated in experiment 1, partici-
pated in one 25min session. All observers had normal or corrected-to-normal
acuity and had not previously participated in (or heard of) similar experiments.
This experiment was identical to experiment 1, except that the change was 
now added after 4.32sec of “flickering” had elapsed—for the first 4.32sec (12 alter-
nations) of each trial, the first image of each pair alternated with the gray mask
alone.

Results and Discussion
The average error rate in the change detection portion of the task was again 1.6%
(SD = 2.44%); as in experiment 1, error trials were excluded from the analyses.
Observers took, on average, 9.47sec (26.31 alternations) to find the changes, meas-
ured from the beginning of the trial, or 5.15 sec (14.3 alternations), measured from
the beginning of the actual changes. Considered this last way, changes were
detected slightly faster than those in experiment 1, though this trend was not sig-
nificant (t(9) = 1.79, p = .09). The analysis of change blindness blindness in this
experiment proceeded exactly as in experiment 1, and the relevant values are sum-
marized in figure 7.3. One major difference between the results of experiments 1
and 2 lies in the percentage of a trial that had actually elapsed before the change
was added: because of the extra 4.32sec of no change, these values were much
larger in experiment 2. Over all trials, 45.6% of a trial had elapsed before the
change was actually introduced; considering only those trials on which change
detection RTs were above average (there were, on average, 19.3 such trials per
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Figure 7.3
Results from experiment 2, presented as percentages of normalized total trial durations. See caption
to figure 7.2 for details.



observer, with an average detection RT of 15.16sec), 28.5% of a trial had elapsed
before the change appeared.

Intriguingly, these radically greater percentages for the actual change intro-
ductions did not affect the magnitude of change blindness blindness. Over all
trials, subjects estimated that, on average, 72.4% of a trial had elapsed before 
the change was added, for a CBB magnitude of 26.8%. Averaged over only those
trials on which change detection RTs were above average, observers estimated 
that 74.4% of a trial had elapsed before the change was added, for a CBB magni-
tude of 45.9% (see figure 7.3). These CBB values did not differ significantly from
those in experiment 1, either for all trials (t(9) = .98, p = .34) or for the subset 
of trials with above-average change detection RTs (t(9) = .31, p = .76). We also 
again compared these values on the first 21 and last 21 trials for experiment 2.
Though observers were quicker to detect changes in the final 21 trials (8.83sec)
than in the first 21 trials (10.35sec); (t(9) = 2.50, p = .034), no such differences 
were observed in the CBB estimates (25.5% for the first 21 trials versus 24.9% 
for the last 21 trials; t(9) = .21, p = .83). Observers also still produced exceedingly
high estimates of when the changes were introduced: the single largest raw esti-
mate of when the change was added in experiment 2 was on average 24.98sec
(factoring out the 4.32sec that actually had no change; SD = 15.02sec). This value
did not differ from the corresponding value in experiment 1 (31.02sec); t(9) = .66,
p = .52).

The fact that none of these CBB measures differed between experiments 1 and
2 shows that observers took the extra 4.32sec of no change into account when esti-
mating their ability to detect changes. As expressed in figures 7.2 and 7.3, it is clear
that observers ascribed the same magnitudes of CBB to themselves across the two
experiments, rather than basing their estimates of change blindness on a constant
offset from either the beginning or end of the trial. The results of experiment 1
thus seem not to have been due to the fact that observers could not underestimate
the change introduction time. Even when the change was added 4.32sec into the
flickering in this experiment, observers still estimated that the change was added
over half of the way into the actual duration of flickering with change, and in
some extreme change blindness trials estimated that the change had not been
added until after more than 20sec of changing scenes had elapsed.

Finally, it is interesting to note in comparing experiments 1 and 2 that each is
in some ways the more compelling demonstration. Experiment 2 has the advan-
tage that it allows subjects to underestimate change blindness, but in experiment
1 change blindness blindness persisted even in the face of evidence that the
changes were probably being introduced early. In experiment 1, subjects never
had the experience of looking at an object or feature, noting that it did not change,
then seeing it change later as would be expected had changes been putatively
clearly visible and been introduced late in the trial. It appears as though subjects
in experiment 2 did note that objects went from stable to changing because 
they adjusted their estimates to be proportionally later than those of subjects in
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experiment 1. Thus, even in the face of discernible evidence to the contrary, sub-
jects in experiment 1 still demonstrated strong CBB.

Experiment 3: Increasing the Magnitude of Change Blindness Blindness

Experiments 1 and 2 explored the extent of change blindness blindness using a
set of natural scene images that were originally created to study other aspects
change blindness (e.g., Simons, Franconeri, and Reimer, 2000), and the resulting
magnitude of CBB varied depending on the particular images and changes being
analyzed. In particular, as noted above, some trials did not provide even the
opportunity for CBB, since they did not engender much change blindness in the
first place. (In other words, the changes in certain image pairs were easily and
quickly detected by most observers.) Thus the magnitudes of CBB observed in
experiments 1 and 2 were considerably increased by analyzing only those “above-
average-RT” trials that engendered above-average change blindness.

Even for images that do result in high levels of change blindness, however, 
we have noticed informally that there can be massive differences in the resulting
CBB. In particular, in the context of a standard change blindness experiment (i.e.,
where subjects know that the changes are always occurring), some changes can
be very difficult to find, and yet seem extremely large and salient once they are
discovered. (These are the demonstrations we often show in our introductory
classes, which result in the loudest exclamations of surprise.) Such changes seem
to engender a high degree of CBB, simply because it seems so intuitively unlikely
that large and salient changes could go undetected for so long. Other changes,
however, can seem almost disappointing when found. For example, a change
involving only a few nonsalient pixels may also be difficult to detect, yet engen-
der a relatively low level of CBB—we are not intuitively surprised, given the
insignificance of the change. In this experiment, we follow the same method used
in experiment 1, but we now use a smaller set of images specifically designed to
engender a high level of CBB. In particular, pilot testing suggests that these
changes are reasonably difficult to detect, despite their intuitive salience.1 As a
result, this experiment may help to determine whether the magnitudes of CBB
observed in experiments 1 and 2 represent an upper bound on the limits of 
CBB, or whether the extent of this metacognitive error can be even greater with
particular images and changes.

Method
Ten naive observers, none of whom had participated in the previous experiments,
participated in one 10min session. All observers had normal or corrected-to-
normal acuity and had not previously participated in or heard of similar experi-
ments. This experiment was identical to experiment 1, except that a new set of 17
image pairs was employed, designed to produce a high degree of CBB. All images
were color photographs of natural scenes, and the changes consisted of objects
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and areas of the scenes that disappeared, or local image regions whose texture
was replaced with another. Again, all changes were quite large, were easy to see
once noticed, and were seen immediately when the two images were not sepa-
rated by an intervening mask (for sample trials using this image set, see
<www.yale.edu/perception/cbb/>.

Results
The average number of errors per subject in change detection performance (as
assessed by the probe positions of the mouse clicks) was less than 1 of the 17 trials
(mean error rate = 5.4%; SD = 5.5%); error trials were excluded from the analyses.
Observers took, on average, 22.47sec (62.42 alternations) to find the changes, meas-
ured from the beginning of the trial—a value more than 3.5 times greater than the
corresponding change detection latencies of 6.35sec in experiment 1 (t(9) = 3.72,
p < .01) or 5.14sec in experiment 2 (t(9) = 4.00, p < .005). This high degree of change
blindness confirms that our images and changes at least provided for the possi-
bility of a high degree of CBB, which is assessed in the remainder of the analyses.

The analysis of CBB in this experiment proceeded exactly as in experiment 1,
and the relevant values are summarized in figure 7.4 (because this experiment
involves many fewer images than experiments 1 and 2, we do not break down
these data by “above-average RTs”; thus figure 7.4 has only a single bar). Over all
trials, an average of only 1.6% of the trial had elapsed before the change was actu-
ally introduced. In contrast, observers now estimated that, on average, 61.86% of
a trial had elapsed before the change was added. The difference between these
values—60.26%—constitutes the magnitude of CBB, and this value is significantly
greater than all values observed in experiments 1 and 2, including the value of
21% for all trials in experiment 1 (t(9) = 5.25, p < .001); the above-average-RT value
of 43.4% in experiment 1 (t(9) = 2.15, p < .05); the value for all trials of 26.8% in
experiment 2 (t(9) = 4.9, p < .001); and the above-average-RT value of 45.9% in
experiment 2 (t(9) = 2.2, p < .05). In other words, observers in this experiment incor-
rectly estimated that more than 60% of the duration of each trial did not involve
change, when in fact it did.

We can also again assess the magnitude of CBB by looking at the average of
each subject’s single largest raw estimate of when the change was introduced: 
in experiment 3 this value was 43.5sec—more than 120 times the correct value of
360msec—greater than the corresponding values of 31.02sec in experiment 1 or
24.98sec in experiment 2. (Neither of these comparisons is significant, however,
because of the extremely high variances involved, experiment 1: SD = 24.91sec
(t(9) = 1.12, p = .277); experiment 2: SD = 15.02sec (t(9) = 2.01, p = .063); experi-
ment 3: SD = 24.9.)

Discussion
The primary goal of experiment 3 was to see if the magnitude of change blind-
ness blindness observed using our implicit measure could be pushed even higher
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by employing sets of images and changes specifically designed to induce high
levels of CBB. In this we succeeded, more than doubling the magnitude of CBB
observed with the entire image set used in experiments 1 and 2. In this experi-
ment, subjects actually estimated that well over half of each trial, on average, had
elapsed before the change was introduced, when in reality less than 2% of the trial
had elapsed. This increased CBB—now covering the majority of each trial, on
average—confirms that the magnitude of CBB can grow to be quite large, and that
it depends on the nature of the particular images and changes used. These results
suggest that the metacognitive error of CBB will be particularly strong when the
changes are perceptually large and salient, yet are hard to detect in practice.

That the magnitude of change blindness blindness depends on the nature of the
images and changes used is perhaps worth emphasizing in a more general context.
Many researchers have argued that the phenomenon of change blindness itself
suggests that our visual memory for detailed scene information is much sparser
than has been previously assumed (e.g., Rensink, 2000; Rensink, O’Regan and
Clark, 1997; Scholl, 2000). However, other recent researchers have argued that
visual memory can actually be quite good, as indexed by more direct recognition
tests (e.g., Hollingworth and Henderson, 2002; Hollingworth, Williams, and 
Henderson, 2001).

It seems to us, however, that a good deal of this debate may rest on the partic-
ular images and changes that are used in each study—a methodological factor that
is rarely discussed. In most change blindness studies, the changes are typically
designed haphazardly (e.g., using Photoshop) to induce high levels of change
blindness, and thus will typically involve relatively nonsalient regions of back-
ground objects, etc. In contrast, some recent studies which demonstrate better
visual memory seem to involve changes that are easier to detect—e.g. changes 
that involve one of only a few salient foreground objects in each scene (e.g.,
Hollingworth and Henderson, 2002). In other words, the particular changes used
in such experiments often seemed designed to show what the authors want to
show—a strategy we explicitly made use of in this experiment. It is difficult to
assess this hypothesis in practice, since the precise nature of the changes is rarely
reported in these studies in any detail. In the future, however, it might be worth
remembering that any such global claims (about the magnitude of change blind-
ness or the fidelity of visual memory) will likely depend on the details of the par-
ticular images and changes that are used.2

General Discussion

In the three experiments reported here, observers estimated that the changes in
the “flicker” displays had been added much later than they really were—misesti-
mating that up to 60% of the trials, on average, had proceeded changeless, when
in reality the change was added in immediately. We interpret these radical over-
estimates as consistent with the existence of change blindness blindness—the
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metacognitive error of overestimating change detection ability. To give a correct
(i.e., early) change introduction estimate in this experimental situation on a trial
engendering a long change detection RT would in essence be to acknowledge the
existence of change blindness, namely, that changes can go undetected for long
periods of time. We suggest that our observers did not think that the changes had
been added sooner because they mistakenly inferred that they would have then
detected them much sooner. In short, our experiments provide evidence for the
existence of CBB using an implicit measure, extending earlier demonstrations and
showing that CBB occurs even in the context of actual change detection tasks, and
can persist unattenuated for many trials.3

One advantage of using an implicit measure of CBB, as we have done here, is
that it may provide a link between visual metaknowledge and metacognitive
control over visual processes. Most of the research described in this volume is
focused specifically on the content of people’s beliefs about vision, and leaves the
relationship between these beliefs and performance on actual visual tasks unex-
plored (see Levin, 2002, for more discussion). However, in these experiments, the
knowledge implicated by CBB is closely linked to the possibility of adapting to a
specific visual task. It is likely that the best way of improving one’s performance
in a change blindness task may well be to gradually learn the degree to which
intentional search is necessary for change detection, and to realize that checking
a location once might not be sufficient to see a change in that location. However,
in the current experiments, the subjects were unable to moderate their under-
standing of the conditions that led to change blindness across many trials, and
therefore may have sacrificed improvements that otherwise would have been pos-
sible. An intriguing research project would be to explore the extent to which
improvement in change detection across trials in different complex search tasks is
affected by the degree to which those tasks confound subjects’ beliefs about the
detectability of different kinds of search targets.

In everyday life, we rarely think about the possibility that salient details in the
world go unrepresented by our visual systems: we enjoy a phenomenological
sense that we are constantly representing the visible world in all of its detail. Part
of this sense is surely due to the fidelity of the computations employed by the
visual system to recover the structure of the world, but another part of this sense
may be due to the fact that we overestimate the fidelity of visual processing. Such
metacognitive errors have long gone undetected simply because we do not nor-
mally have the opportunity to uncover them. In the experiments reported here,
however, the magnitude and robustness of one such error are made plain.
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Notes

1. These images and changes were constructed largely unsystematically, using the experimenters’ intu-
itions about what types of changes would give rise to high degrees of CBB, and then confirming
these intuitions in pilot testing. Two of these types of changes were: (1) changes involving the dis-
appearance and reappearance an entire large object in the scene which is nevertheless naturally
parsed as being in the background of the image—e.g., a building in a skyline, or a large tree in a
forest scene; and (2) changes wherein the surface characteristics of a large area of the scene disap-
peared or changed, without affecting the overall manner in which the scene was parsed into
objects—e.g., completely changing the texture on the street in a street scene, or removing half of the
windows from every building in an urban scene. Some sample trials using the images from this
experiment are available for inspection on the internet at http://www.yale.edu/perception/cbb/.

2. To assess these ideas, it would perhaps be useful if researchers always tested their stimuli on a 
standard set of tasks, such as the standard “flicker” task of change blindness, Hollingworth and
Henderson’s more direct test (2002) of visual memory, and the change blindness blindness task
employed here. The ideas discussed above predict, for instance, that higher levels of change blind-
ness will be observed using the stimuli from the original change blindness studies (e.g., Rensink,
O’Regan, and Clark, 1997), compared to the rendered scenes of more recent studies showing intact
visual memory (e.g., Hollingworth and Henderson, 2002; Hollingworth, Williams, and Henderson,
2001)—and vice versa for the more direct recognition tests of visual memory.

3. Indeed, the original idea for these experiments came from the observation that subjects in an
unmodified “flicker” task (Scholl, 2000) often refused to believe that the changes they were being
asked to detect were always present. That is, those subjects were essentially assuming, spontaneously,
that the slight deception explicitly employed here was correct.
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